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Abstract

When a business unit shares data with another
unit, there could be some sensitive patterns which
should not be disclosed. In order to remove or
“hide” a sensitive pattern in data sharing scenario,
the data set needs to be modified such that the
sensitive pattern becomes uninteresting according to
the pre-specified “interestingness” threshold(s). How-
ever, data quality of the given data set should also be
maintained, otherwise, the sharing will be meaning-
less. Existing data modification algorithms usually
use data perturbation approach, i.e. changing some
data values in a given data set from an original value
to another value. Though, it could hide sensitive pat-
terns and maintain data quality, such the approach
could not be applied in a situation where real data
are required. In this paper, we explore an alternate
approach for sensitive pattern hiding problem, data
reduction, i.e. removing the whole selected tuples.
By data reduction, every tuple in modified data sets
is real data without any change. The focused pat-
tern type is associative classification rule. The im-
pact on data quality is denoted as the numbers of
false-dropped rules and ghost rules. The experiments
are conducted to evaluate the approach and the re-
sults have shown that data reduction approach can
produce data sets with high data quality, thus it is
applicable to the problem.

1 Introduction

Recently, data sharing becomes a common busi-
ness practice. Data could be exchanged between co-
operating organizations, or could be released publicly.
With these shared data, useful patterns, or knowl-
edge, can be discovered by available data mining tech-
niques. Subsequently, the business operations can
be improved by such the knowledge. However, data
sharing can also causes the privacy issue. First, the
released data may contain sensitive private informa-
tion of individuals, e.g. persons’ identifiers or payroll
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information. To prevent the disclosure of the sensi-
tive data, techniques such as data transformation to
conform k-anonymity standard (Sweeney 2002), can
be applied. Besides the privacy concern for sensitive
data, there exists another form of threat, i.e. the dis-
closure of sensitive patterns discoverable from data.

In (Fule & Roddick 2004), the authors present
a motivating example which sensitive patterns can
damage reputation of the individuals in the data. In
this example, suppose that a data set is released pub-
licly. A rule “(PostCode = 5409) A (Age = 18
to 25) A (Gender = Male) — HepBStatus =
Yes is discovered from the data set, suppose that the
postcode 5409 referred to an indigenous community
or the national parliament. This rule may be con-
sidered an offense to the population in the area and
should be “hidden” before the data set is released.

In data sharing scenario, in order to hide sensi-
tive patterns, the given data set needs to be modi-
fied so that the sensitive pattern becomes uninterest-
ing against the pre-specified “interestingness” thresh-
olds. To address this problem, not only sensitive pat-
terns should be hidden, data modification algorithms
should also maintain the characteristics of the given
data set, as required by the releasing purpose. In
this paper, we refer such the characteristics as data
quality. Apparently, failing to preserve data quality
means that the data sharing is useless.

Typically, the existing data modification algo-
rithms (Oliveira & Zaiane 2003, Verykios, Elma-
garmid, Bertino, Saygin & Dasseni 2004, HajYasien
& Estivill-Castro 2006) apply data perturbation ap-
proach, i.e. changing some data values in a given
data set from an original value to another value. For
example, a data value “male” in gender attribute of
a tuple could be changed into “female” in order to
hide a sensitive pattern. Although such approach
could hide sensitive patterns and possibly maintain
data quality, it has the following drawbacks. First,
some of the data values in a perturbed data set are
not “real” values. Further, there is no method to
distinguish real data and modified data within the
perturbed data sets. This drawback could reduce the
creditability of modified data sets. Finally, the per-
turbation may modify some tuples and cause some
uninteresting patterns to become interesting.

In this paper, we propose a data reduction ap-
proach to address the problem of hiding sensitive
patterns. In this approach, data modifications algo-



rithms will remove the whole selected tuples in order
to hide sensitive patterns. Comparing with the data
perturbation approach, all data values in a modified
data set are real. So, this approach produces credible
data sets in detail level. Also, if some uninterest-
ing patterns become interesting by a data reduction,
it is often the case that for these patterns, at least
one of their interestingness measures have reached the
threshold, but some tuples may block the patterns
from being interesting against the other interesting-
ness measure(s). This is different from the perturba-
tion approach in which this situation may occur from
the artificial perturbed data.

We explore the sensitive pattern hiding problem,
in which the focused pattern type is associative clas-
sification rule (Li, Han & Pei 2001, Liu, Hsu &
Ma 1998). This type of pattern can be discovered
based on support and confidence scheme as associa-
tion rule mining (Agrawal, Imielinski & Swami 1993),
but having a designate attribute as class label. For
the hidden condition of sensitive rules, as mentioned
in (Agrawal et al. 1993), the confidence of a rule is its
strength, while the support is its statistical interest-
ingness. A rule is worth consideration if its support
is higher than the minimum threshold. Therefore, in
this paper, a sensitive rule is hidden successfully if
its support is fallen below the pre-specified support
threshold. While, the impact on data quality is rep-
resented in term of the number of false-dropped rules
and ghost rules, both of which are well-known as the
measurements for data quality (Verykios et al. 2004).
False-dropped rules are non-sensitive rules whose sup-
port or confidence falls below the support or confi-
dence threshold by data modification unintentionally.
While, ghost rules are artificially generated by data
modification. To maintain data quality, data modifi-
cation algorithms should keep the sum of two numbers
as low as possible.

After defining the problem, we conduct experi-
ments to illustrate the applicability of the data reduc-
tion approach. For the investigation purpose, we im-
plement an exhaustive search algorithm which hides
sensitive rules and meanwhile optimizes data qual-
ity. The data quality is investigated in various differ-
ent situations, i.e. standard data sets with different
characteristics, sensitive rules with different supports,
and different numbers of sensitive rules to be hidden.
Also, the numbers of remaining tuples from the re-
duction process are investigated.

The contribution of the paper is twofold. First,
we introduce and define the problem of hiding sensi-
tive associative classification rules by data reduction.
Second, we conduct extensive experiments and the
results show that the data reduction based approach
work very effectively for our problem.

The organization of this paper is as follows. Re-
lated work is reviewed in the next section. The basic
notations used in this paper are introduced in Section
3. A data reduction approach is discussed in Section
4. And the experimental results are reported in Sec-
tion 5. Finally, we provide conclusion and outlooks
to future works in Section 6.

2 Related work

The sensitive pattern hiding problem is one of
the problems addressed in Privacy Preservation Data
Mining (PPDM) research area. In PPDM, the prob-
lems to be focused can be categorized into two types,
the problem of individual privacy preservation and
the threat from sensitive patterns. For individual
privacy, every record within a given data set should
not be re-identified when data mining algorithms are
applied to the data set. There are several works pro-

posed to address the de-identifying problem (Sweeney
2002, Wong, Li, Fu & Wang 2006, Machanavajjhala,
Gehrke, Kifer & Venkitasubramaniam 2006)

For the sensitive pattern hiding problem, it
was originally introduced in (Atallah, Elmagarmid,
Ibrahim, Bertino & Verykios 1999). As discussed in
Section 1, not only sensitive patterns should be hid-
den, but also data quality should be preserved. When
an optimal data quality is required, the sensitive pat-
tern hiding problem is proven as an NP-hard problem
(Atallah et al. 1999). There are a few approaches to
modify data sets for sensitive pattern hiding problem,
i.e. data perturbation (Verykios et al. 2004, Oliveira
& Zaiane 2003, Sun & Yu 2005), data reconstruction
(Evfimievski, Srikant, Agarwal & Gehrke 2004), data
reduction (Clifton 2000) and data blocking (Saygin,
Verykios & Clifton 2001).

Existing works usually addressed the problem by
data perturbation approach in the context of asso-
ciation rules and frequent itemsets. In (Verykios
et al. 2004), the authors presented a few heuristic
algorithms to modify the data set to hide sensitive
association rules. By their proposed algorithms, the
selected values in the data set will be perturbed to
decrease the support and/or the confident values of
the sensitive rules. The rules will be hidden success-
fully if their support and/or confident values are less
than the specific thresholds. The authors proposed
to hide sensitive association rules through the two
following options, (1) decrease the confidence of the
rule, and (2) decrease the support of the rule. In
the first option, the authors presented the analysis
of the association rules’s confidence formulation, that

is, w for a rule | X — Y|. Then, the authors

suggested two ways to decrease the confidence; first,
perturb the item Y from 1 to 0 in the transactions
which partially support the rule X — Y to decrease
the numerator part of formulation (] X UY). This
will fix the value in denumerator part of the formula-
tion (|X]). The other way of hiding is to increase the
value of the denumerator of the formulation which
will make the confidence value decrease. It can be
done by perturbing the item X from 0 to 1 in the
partially supported transactions of the rule. The sec-
ond option is achieved by perturbing the item X or
either Y from 1 to 0 to decrease the support of the
rule X — Y. The authors also presented the experi-
ment results of these proposed ways.

Oliveira and Zalane proposed three heuristic al-
gorithms to hide sensitive frequent itemsets, i.e.
Minimal Frequency Item, the Maximal Frequency
Item, and the Item Grouping algorithms (Oliveira
& Zalane 2002, Oliveira & Zalane 2003). The al-
gorithms have four steps as follows. First, the al-
gorithms identify the transactions which support the
sensitive patterns. Second, the victim items in the
identified transactions are selected for perturbation
by different criteria. In the Minimal Frequency Item
algorithm, items which have minimal support values
are selected to be removed. While the Maximal Fre-
quency Item algorithm removes the item that has
maximal support value. In the last algorithm, the
Item Grouping algorithm, tries to select an item that
is common among sensitive frequent itemsets, then,
removing the item can help hide many sensitive fre-
quent itemsets at once. Third, the number of transac-
tions to be perturbed is determined by the disclosure
threshold. The last step is the actual perturbation.
For each sensitive pattern, it begins with the sorting
of the supporting transactions of the pattern by the
degree of conflict, i.e. the number of sensitive rules
which a transaction supports. Then, it perturbs a
numbers of transactions from the third step by chang-
ing the item value from 1 to 0 in the victim items.



There are a few works proposed to solve the prob-
lem based on the concept of the border of itemsets. In
(Sun & Yu 2005), a border-based algorithm to hide
the sensitive frequent itemsets is proposed. the al-
gorithm is proposed to hide the lower border of the
sensitive itemsets, instead of hiding every sensitive
itemset. In (Moustakides & Verykios 2006), the Min-
Max algorithm is proposed. In this work, given many
sensitive itemsets, the authors suggest hiding the sen-
sitive itemsets with minimum support first, because
they are the closest to the borders. Then, among the
sensitive minimum support itemsets, the highest (or
maximum) support itemsets will be selected. From
such the highest support itemsets, the victim items
to be modified can be selected.

Typically, when a set of sensitive patterns is given,
sensitive pattern-hiding algorithms will consider hid-
ing the rules on a one-by-one basis. In (HajYasien &
Estivill-Castro 2006), the authors proposed two tech-
niques for sensitive item selection which considered
many sensitive itemsets at the same time. The first
technique considers the sensitive item’s numbers of
occurrence among sensitive itemsets, that is, it selects
for modification the items with the highest occur-
rence. The second technique considers the cardinali-
ties of the sensitive itemsets: it selects for modifica-
tion those itemsets with the smallest cardinality. The
experiments showed that the first technique has less
impact on the data quality in term of false-dropped
itemsets.

In (Wu, Chiang & Chen 2007), the authors pre-
sented a different view to the problem of sensitive
association rule hiding. Instead of hiding the sensi-
tive association rules and minimizing the impact on
data quality (ghost rules and false-dropped rules), the
authors suggested that the impact can damage the
applicability of the modified data set. Therefore, an
algorithm to modify the data set such that there is
no side effect, and minimize the number of disclosed
sensitive rules is proposed.

Another work related to sensitive rule hiding is the
inference problem with regard to classification min-
ing in (Wang, Fung & Yu 2005). Instead of sensi-
tive rule hiding, the authors address a problem of
blocking inference channel in the form < IC — 7,
h >, where IC is a set of attributes, 7w is a class
label, and h is a confidence threshold, for example
< {Poscode, Age, Gender} — HepBStatus = Yes,
75% >. The authors also presented an algorithm to
block inference channel by modifying the data in a
top-down basis, i.e. a sensitive attribute value will
firstly be transformed into the most general value,
then it will be transformed into a more specific value
when the algorithm proceeds further. This work can
be considered as a more general problem than the
works which address sensitive pattern hiding.

Instead of the sensitive pattern hiding problem
in the data sharing scenario, the problem in rule-
sharing scenario is presented in (Oliveira, Zaiane
& Saygin 2004). The authors proposed the Down-
right Sanitizing Algorithm (DSA) which can be used
to decide which other frequent itemsets (aside from
the sensitive frequent itemsets) must be also hidden.
These other frequent itemsets can be (1) subsets of
the sensitive frequent itemsets, (2) supersets of the
sensitive frequent itemsets.

3 Basic Notation

In this section, we introduce the basic notation
required for our consideration: Data Set and Classi-
fication.

Definition 1 (Data Set) Let a data set D be a
collection of tuples, D = {d*,d?,...,d"}, and I =

{1,...,n} be a set of identifiers for elements of D.
Tuples in a table is not necessary to be unique.

The data set D is defined on a schema A =
{41, Ay, ..., A}, and J ={1,...,k} be a set of iden-
tifiers for elements of A.

For each j € J, domain of Aj;, denoted as
dom(A;) C N, where N is the set of natural num-
ber.

For each i € I, d'(A) = (d'(A1),d"(4y),
o, d'(Ay)), denoted as (d,db, ..., dL).

Let C be a set of class labels, such that C' =
{e1,¢0,...,¢0}, and M = {1,...,0} be a set of iden-
tifiers for elements of C. For allm € M, ¢, € N,
where N is the set of natural numbers.

The label is just an identifier of a class. A class
which is labelled as c,, defines a subset of tuples which
is described by data assigned to the class. The class
label of a tuple d* is denoted as d*.Class. The classi-
fication problem is to establish a mapping from D to

Please note that we are defining the general data
set for the traditional associative classification prob-
lem. In the data set, we allow duplication (i.e. two
data entries are identical in terms of tuple and class
label) and conflict (i.e. two data entries can have the
same tuple information but with different class label).

Definition 2 (Classification) A literal p is a
pair, consisting of an attribute A; and a value v in

dom(A;j). A tuple d* will satisfy the literal p(A;,v)

iff di; = v.

Given a data set D, and a set of class labels
C, let R be a set of classification rules, such that
R = {ri,ra,...,rq}, and L = {1,...,q} be a set of
identifiers for elements of R.

Foralll € L, 7 : \Np — cm, where p is the literal,
and cp, is a class label. The left hand side (LHS) of
the rule r; is the conjunction of the literals, denoted
asr;.LHS. The right hand side (RHS) is a class label
of the rule r;, denoted as 1. RHS.

A tuple d* satisfies the classification rule r; iff it
satisfies all literals in r;.LHS, and has a class label
cm asri.RHS.

A tuple d* which satisfies the classification rule r
is called supporting tuple of r;. The support of the
rule vy, denoted as Sup(ry), is the number of support-
ing tuples of r;. The supporting set D; = {d* € D|d"
that satisfies 1 }. The confidence of rule r;, denoted
as Conf(ry), is the ratio between Sup(r;) and the to-
tal number of tuples which satisfy all literals in LHS

of 1.

Typically, a number of classification rules which
satisfy minimal support and confidence values can be
large (Li et al. 2001). The set of rules should be
pruned by removing some “redundant” rules before
being applied in the classification for the target data
set. So, in the context of sensitive rule hiding prob-
lem, we should deal with only unpruned rules. In this
paper, we hide and address the quality on the concept
of “general rules” as follows.

Definition 3 (General rule) Given a data set
D, a set of classification rules R satisfying minimal
support minsup, and minimal confidence minconf.
A classification rule r; € R is a general rule if there
does not exist a classification rule r; € R which
r.RHS =r].RHS and ry.LHS D r].LHS.

4 Data Reduction

In this section, we present the rule hiding defini-
tion, impact on data quality and problem statement.



Firstly, we present here an example data set. It
will be used through this paper. Suppose we are deal-
ing with the 3-attributes data set, and two classes as
shown in Table 1.

Table 1: An example data set
Tuple ID | A; | A5 | 43

el ===
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With the minimal support and minimal confidence
set at 2 and 90% respectively, we can derive a set of
general rules from the example data set by an associa-
tive classification algorithm as shown in Table 2. We
can see that non-generals are not listed, for example,
arule (A2 = 0) A (A3 = 0) — 1 which has support 2
and 100 % confidence is not listed because a rule rq,
(A3 = 0) — 1 is more general.

The “hidden” condition for a sensitive rule is de-
fined as follows.

Definition 4 (Hidden Rule) Given a data set
D with a set of class labels C, let R be the set of gen-
eral classification rules from D satisfying a minimal
support threshold minsup, and a minimal confidence
threshold minconf. Let Ry C R be a set of sensitive
classification rules. A sensitive rule rg is hidden if its
support in D' less than minsup.

To hide a rule, we need to remove its supporting
tuples until its support value is below the minimal
support, threshold.

Example 1 From our running data set in Table
1 and the set or rules in Table 2, suppose that the
data owner want to hide rule ro:(A; =0) - 1. To
satisfy the hidden rule condition, 3 out of 4 tuples in
D5 must be removed (Dy = {d*,d®,d®,d"}).

Once the sensitive rules are guaranteed to be hid-
den by the condition, the data quality should be max-
imize, in the other words, the impact on the data
quality by data reduction should be minimized. The
impact is represented in terms of the number of false-
dropped rules and the number of ghost rules in the
modified data set. The impact is defined as follows.

Definition 5 (False-dropped rules) A false-
dropped rule is a non-sensitive general rule in R — Ry
in the original data set D which can not be derived
from the modified data set D' by using minimal
support minsup and minimal confidence minconf.

When we remove a supporting tuple, for the non-
sensitive rules which are supported by the tuple, both
their support and confidence are decreased. If the
support or confidence value of any non-sensitive rule
is less than the threshold, the rule can not be derived
in the modified data set and becomes a false-dropped
rule.

Example 2 From our running example, suppose
that the data owner wants to hide a sensitive rule
r3:(A; = 1) A (A3 = 1) — 0, which has supporting
tuples {d*,d?,d®}. If a tuple d* (or d*) is selected,
rule r4:(As = 0) A (A3 = 1) — 0 will be lost, be-
cause the selected tuple also support a non-sensitive

rule 4. Moreover, the support of ry4 is exactly equal
to the minimal support threshold. So, the number of
false-dropped rules from removal of dy (or d*) to hide
the rule is 1.

Definition 6 (Ghost Rules) A ghost rule is a
rule which can not be derived from the original data
set D by using minimal support minsup and mini-

mal confidence minconf, but can be derived from the
modified data set D'.

The impact of ghost rules can be considered as the
opposite impact to the false-dropped rules. In a data
set, there may exist some classification rules whose
support is greater than minsup but confidence be-
low minconf. When a supporting tuple of a sensitive
rule r; is removed, it may increase confidence of this
type of rule if the tuple satisfies the left-hand-side of
the rule, but the rule has different class label. If the
increasing confidence of a rule can satisfy the mini-
mal confidence threshold, the rule will become a ghost
rule.

Example 3 Suppose that the data owner wants
to hide a sensitive rule r1:(As = 0) — 1 in the run-
ning example, its supporting tuples which we can re-
move are {d°,d",d®,d°,d'°}. If tuple d® is removed,
the rules (A, = 0) — 0, (A4, = 1) —» 0, and
(A1 = 1) A (A2 = 0) = 0 can be come ghost rules
because d® satisfies their literals, but d® has differ-
ent class (these rules satisfy minimal support thresh-
old). However, they are not derived in the first place
because the confidence values of these rules are less
than minimal confidence threshold. Considering the
data set, d® removal will cause the confidences of rule
(A1 = 1) A (A2 = 0) — 0 to increase and satisfy
the minimal confidence threshold. After the removal,
such the ghost rule (A1 = 1) A (A2 = 0) — 0 is gen-
erated. The number of ghost rules from remowval of dg
to hide the rule ry is 1.

Remember that in the associative classification
problem, we only consider the most general interest-
ing classification rules as the mining result. This will
lead to some additional circumstances in which false-
dropped rule and ghost rules can be generated during
the hiding process. First, the false-dropped rules can
also be caused by the confidence increase of previously
uninteresting rules. For example, suppose that rg is
an uninteresting rule, and during the hiding process,
it becomes interesting due to the increase of its confi-
dence (that is, 7o is a ghost rule). If ry is more general
than some interesting non-sensitive rules, these less
general rules should be removed from the result set
and therefore, become the false-dropped rules. Sim-
ilarly, if a non-sensitive rule r; becomes uninterest-
ing due to the decrease of its confidence (i.e. r is a
false-dropped rule), some rules which are less general
than r; but with the support and confidence above
the thresholds could appear in the result set because
they are now the most general interesting rules. Ac-
cording to our definition, these rules are ghost rules.

From the above definitions, we formalize sensitive
associative classification rule hiding problem by data
reduction approach as follows.

Problem 1 Given a data set D with set of class
labels C, let R be the set of associative classification
rules from D and for any rule r € R, Sup(r) >
minsup and Conf(r) > minconf, where minsup and
minconf are two giwen thresholds. In addition, let
R; C R be a set of sensitive classification rules. The
problem is to transform D into D’ by removing some
tuples from D such that 1) any rule ry € Ry is invalid
in D' in terms of the threshold minsup and 2) the



Table 2: Associative classification rules on the example data set

Rule No. | Content Support | Confidence
1. (A3=0)—>1 5 100%
2. (4,=0)—>1 4 100%
3. (A1 =1)A(43=1) =0 3 100%
impact, i.e. the summation of the number of false-
dropped rules and the number of ghost rules, of re- Table 3: FeaturesDozflt(;aggtsets
moval is minimized. Detail Voting Credit Mushroom
Note here that the impact is defined as the sum- Screening
mation for simplicity. It could be adjusted according
to the application. For example, in medical domain, #Tuples 232 653 5644
ghost rules could lead to the wrong treatment (Wu
et al. 2007), so it should be weighted as the higher )
impact on data quality, then data modification algo- #Attributes 15 16 22
rithms will prefer to generate false-dropped rules.
5 Data Reduction Approach Evaluation minsup 0.4 0-15 0.1
In this section, first, we present an exhaustive .
search algorithm which hides sensitive rules and guar- mincon f 0-5 0.5 0.4
antees optimal data quality. Then, we give the ex- FGeneral
periment setting for our evaluation. At the end, we Rules 14 19 9
present the experiment results with discussions.
#AI
5.1 An Exhaustive Algorithm Rules 71 52 66
Figure 1 shows the pseudo code of the exhaustive Support
algorithm 1. This algorithm removes the selected tu-
ples for hiding sensitive rules and meanwhile guaran- Range 0.40-0.51 | 0.16-0.44 0.1-0.33
tees the optimal quality for the modified data set. For X
each sensitive rule ry, we first compute the set Dy of ‘I/Je.iagel 1.546 344 467
tuples that support r;. Next, we create D_Remowvals, #Literals : : :
which is the set of all possible candidate tuple sets to

hide r;. Precisely, each element in D_Removal; is the
subset of Dy and has cardinality Sup(rs)—minsup+1.
After finding D_Remowvals for each sensitive rule, we
create our search space Global_D_Removal, which is
the set that enumerates all possible tuple sets for hid-
ing the complete set Rs of sensitive rules. The ele-
ment of D_Removals, denoted as GDR, is formed
by selecting an element (one set of tuples that can
hide r;) from each D_removals and then computing
the union of them. Finally, we evaluate every candi-
date solution in the search space. That is, for each
GDR, we compute the corresponding modified data
set Intermediate_D. Then, we recompute the classi-
fication rules for Intermediate_D and determine the
impact. The modified data set with minimal impact
is selected as the output of the algorithm.

It is apparent that exhaustive algorithm explores
very large search space and is not practical for large
data sets. However, since our focus in this paper is to
demonstrate that the data reduction approach works
very effectively for the problem of hiding sensitive
classification rules, we apply this algorithm to find
the optimal solution. Many heuristics could be used
to find the near-optimal result much more quickly.

5.2 Experiment Setting

The experiments are conducted on an 3 GHz Intel
Pentium 4 PC with 1024 megabytes main memory
running Microsoft Window XP. The exhaustive al-
gorithm is implemented by using JDK 5.0 based on
Weka Data Mining Software (Witten & Frank 2005).

The experiment is performed on three real-life data
sets from UCI repository (Blake & Merz 1998) i.e.
mushroom, credit screening, and voting data sets. All

data sets are transformed into binary data sets. Tu-
ples with missing values are removed. The features
of the data sets used in experiments are summarized
in Table 3. Here we also give the rule summary un-
der given parameter settings on minimal support and
minimal confidence. Note that support listed in the
table is the ratio of support values to the total number
of tuples.

5.3 Data Quality

We investigate data quality of modified data sets
by two factors: numbers of sensitive rules to be hid-
den (|Rs|), and support range of sensitive rules (the
range of sup(rs)). When we consider the effect of |R;|,
the range of sup(rs) will be fixed. In the same way,
we fix |Rs|, when we consider the effect of sup(rs).
In each experiment, for five times, we randomly se-
lect sensitive rules according to a specified setting of
|Rs| and sup(rs). Then, for each random selection,
we compute the optimal impact by the exhaustive
algorithm. Finally, we report the five-time-average
impact on data quality, i.e., the average number of
false-dropped rules and ghost rules for the given set-
ting.

First, we report the effect of | Rs| on the data qual-
ity in Table 4. The fixed ranges of sup(rs) are 0.42-
0.44, 0.18-0.25, and 0.18-0.27 for voting, credit screen-
ing, and mushroom data sets respectively.

From Table 4, it can be seen that the data reduc-
tion approach can provide modified data sets with
high data quality. Further, given a data set, for
each experiment setting, we compute the percentage
between the average number of false-dropped rules



Input:

D: a data set

minsup: a support threshold
minconf: a confidence threshold

Output:

11 Intermediate_D = D — GDR;

R: the set of associative classification rules in D (satisfying minsup and minconf)
Rs: the set of sensitive classification rules, Rs C R

D': the output data set, from which Rs can not be derived,
and the impact on data quality is minimal

Method:
1 Initialize Min_I'mpact;
2 for each rule rs € Rg
3 Compute Dg;
4 Determine the set D_Remowals, such that the elements of D_Remowvals are
5 all the subset of D, with the cardinality (Sup(rs) — minsup + 1);
6 end for
7 Determine the set Global_-D_Removal, whose elements are all possible tuple sets
8 that can hide the set of sensitive rules Rs, each element, denoted as GDR,
9  is formed by selecting one element from each D_removals and union them;

10 for each GDR € Global-D_Removal do

12 Recompute classification rules for data set Intermediate_D;
13 Determine impact;

14 if impact < Min_Impact

15 D' = Intermediate_D;

16 end if

17 end for

Figure 1: An exhaustive search algorithm.

Table 4: Impact on data quality in terms of |R;|

Data set | |Rs| | # False-dropped | # Ghost
rules rules
Voting 1 1.00 0.00
2 1.40 0.00
3 2.00 0.00
4 1.00 0.00
5 0.40 0.00
Credit 1 0.40 1.00
Screening 2 0.60 1.20
3 0.80 2.00
4 1.00 1.00
5 0.00 1.00
Mushroom 1 1.60 0.00
2 1.80 0.00
3 1.40 0.00
4 1.00 0.00
5 0.40 0.00

(ghost rules) and the number of non-sensitive gen-
eral rules. Then, we compute the average percentage
for these settings. In our result, the average percent-
ages between the numbers of false-dropped rules and
the number of non-sensitive general rules are 10.0%,
6.2%, and 19.8% for voting, credit screening, and
mushroom data sets respectively. For the ghost rules,
these average percentages are 0%, 14.8%, and 0% for
the three data sets.

We observe that when the number of sensitive
rules is increased, the number of false-dropped rules
is also increased for some period, then, it starts to de-
crease. The reason is because the numbers of deriv-
able general rules in different data sets are the cer-
tain constant numbers (14, 12, 9 for voting, credit
screening, and mushroom respectively). Therefore,
the more general rules to be hidden, the less number
of non-sensitive rules will be false-dropped.

We also observe that there is no ghost rule gener-
ated from voting and mushroom data set. For voting
data set, the reason is because a high minimal sup-
port is used (0.42-0.44), when we hide sensitive rules,
many more tuples will be removed. This means the
potential ghost rules are also removed. While mush-

Table 5: Impact on data quality in terms of the range
of sup(rs)

Data set | range of | # False-dropped | # Ghost
sup(rs) rules rules
Voting 0.40-0.41 0.2 0.0
0.42-0.43 1.4 0.0
0.44-0.45 1.6 0.0
0.46-0.47 2.6 0.0
0.48-0.50 2.8 0.0
Credit 0.20-0.24 0.2 0.2
Screening | 0.25-0.29 0.8 0.8
0.30-0.34 1.0 1.2
0.35-0.39 1.2 1.4
0.40-0.45 1.8 1.6
Mushroom | 0.10-0.15 0.0 0.0
0.14-0.20 1.0 0.0
0.19-0.25 1.6 0.0
0.24-0.30 2.0 0.0
0.29-0.34 2.2 0.0

room data set is very sparse, so, it is hard to find a
new ghost rule when data reduction approach is used.

In Table 5, the effect of sup(rs) to the data quality
is shown. The numbers of sensitive rules | R,| are fixed
at 2 for all data sets.

Unlike |Rs|, we can see that the impact on data
quality increases when we increase sup(rs), though,
it is still considered relatively low. Since we fix the
number of sensitive rules at 2, from the results when
we hide the rules with highest ranges of support, we
still can preserve the majority of the non-sensitive
general rules, i.e. the average numbers of preserved
non-sensitive rules are 9.2 out of 12, 8.2 out of 10,
and 4.8 out of 7 rules for voting, credit screening, and
mushroom data sets respectively.

5.4 Size of Modified Data Set

Since there exists the risk that a modified data set
by data reduction approach can become very small,
in this section, we consider the number of remaining
tuples in the modified data sets (]D’|). In this ex-
periment, the ranges of sup(rs) are fixed at 0.42-0.44,



Table 6: Size of Modified Data Set
Data set | |D'|/|D| Impact
Voting 0.885 # False-dropped rules = 1.6
# Ghost rules = 0.0
Credit 0.907 | # False-dropped rules = 0.2
Screening # Ghost rules = 0.2
Mushroom 0.932 # False-dropped rules = 2.0
# Ghost rules = 0.0

0.18-0.25, and 0.18-0.27 for Voting, Credit Screening,
and Mushroom data sets respectively. |Rs| is set as 2
for the random sensitive rules selection in every data
set. We consider that these settings are common situ-
ations for the problem, where the numbers of sensitive
rules and their supports are moderate. We report the
average ratio between |D’| and the size of an original
data set |D|. To help illustrating, we also report the
average number of false-dropped rules and ghost rules
under each experiment setting.

From Table 6, it can be seen that the sizes of the
resulting data sets are not much different from the
originals. We can see that voting data set has the
least number of remaining tuples comparatively. This
is because of the high support is used, thus, the more
number of tuples need to be removed to hide sensitive
rules. On the other hand, the size of the modified
mushroom data set is comparatively high because of
its sparseness.

6 Conclusions and Future Work

In this paper, we address the problem of hiding
sensitive classification rules by data reduction. We
focus on the problem in the context of associative clas-
sification rule mining. The data quality of a modified
data set is defined by the number of false-dropped
rules and the number of ghost rules. The main con-
tributions are as follows. Firstly, we have introduced
and defined the problem of hiding associative classi-
fication rules based on data reduction. Secondly, we
have conducted the experiments on real data sets, and
the results show that the data reduction approach can
hide sensitive rules very effectively, i.e, the modified
data sets have high data quality after the hiding pro-
cess.

In our future work, we will focus on the efficiency
of algorithms by this approach. Some heuristics will
be applied to efficiently search the near-optimal solu-
tion. Also, we will target on addressing the prob-
lem where the given data sets have the attributes
with richer domains, e.g., categorical or continuous
attributes.
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