An Interactive Visualisation for Investigating DNA Sequence
I nfor mation

Paul Rutherford, Clare Churcher and John McCallum’

Applied Computing Mathematics and Statistics Group
P.O. Box 84, Lincoln University
Canterbury, New Zealand

Rutherp3/Churchere@Lincoln.ac.nz

" Crop and Food Research
Private Bag 4704, Christchurch
New Zedand

McCallumJ@crop.cri.nz

Abstract

The sequence of nucleotides that makes up a DNA
molecule encodes the characteristics of living things.
Bioinformatics offers sophisticated methods to search for
and compare nucleotide and protein sequences. Having
found a segquence, however, it is useful to be able to
quickly obtain an overview of its features. This can be
difficult in the standard textual format used to represent
sequences. In this paper we offer a smple facility
whereby a scientist can interactively scan for recurring
patterns in the sequence and investigate reading frames,
variable regions, positions of particular codons and other
features. It isintended that this be incorporated as a tool
or component into public domain bioinformatics
applications. The visualisations are useful for sequences
up to 2000 base pairs.
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1 Introduction

A DNA molecule is made up of a long series of units
caled nuclectides. Each nuclectide has a variable
component called a base. The base used comes in four
forms, the chemicals. adenine, cytosine, guanine and
thymine. For brevity, these are usually described as A, C,
G, or T. As the base is the variable component of the
nucleotide, it is used to describe the sequence.

For production of protein structures, DNA sequences are
trandated into amino acid sequences. During translation
the DNA sequence is linearly grouped into sets of three
nucleotides called codons. One codon encodes for one
amino acid. There is one codon that signals the start of
trandation. Following this, the amino acid represented by
a codon is attached to a growing amino acid sequence.
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Trandation continues until a stop signal is encountered.
The amino acid sequence makes up protein structures.

There are twenty amino acids. Some of these amino acids
are encoded by more than one codon. Usually these will
have the same first two bases and the third will vary. This
is called a ‘wobbly base'. Wobbly bases can be variable
as they may change without affecting the final product.

So a DNA sequence has features that include its
trandated sequence, the percentage composition of the
nucleotides G and C within it (GC content), and location
of trandlation signals.

A DNA sequence is usually presented to a user as a series
of characters that represent the bases making up the
molecule (Figure 1).

1l cgatttcatg gobbgbatbgg gogotbtobt tggogbgght
61 gototbgatt gokbghtgoca tatctatageo taggattcoto
121l aacagcgott ctbggbaacc thccaagaac taaattgtat

Figurel: Textual representation of a DNA sequence

Clearly this representation does not allow the reader to
readily find features and patterns in the sequence.
Attempts have been made at representing this information
for protein sequences (Combet et al, 2000, Neshich et al,
2003, Hubbard et al, 2002).

There have been several applications of colour to amino
acid sequences. Generaly these visudisations will
display the textual seguence listing with characters
coloured according to some colour mapping. There is
very little control and no dynamic interaction with them.
ColorSeq, of the NPS@ project (Combet et al, 2000) is
one such application. It alows the user to specify an
amino acid sequence, a set of amino acids (letters) to be
coloured, and an ‘output-width’. It then displays the
amino acid sequence truncated to lines of the specified
length with selected letters coloured red, and unselected
letters coloured black. This displays only one feature at a
time.

STING (Neshich et al, 2003) gives more control for using
colour in sequence listings and three-dimensional models
of the protein sequences. Several colour mappings are
provided. However, this program is more protein
structure focussed. It is better suited for working with



known protein coding sequences unlike those intended
for use with our visualisation, which are not yet
understood. Features of the sequence, such as start and
stop codons, are not displayed.

Ensembl (Hubbard et al, 2001) is a sequence database
project that includes a visualisation for showing features
of a sequence. It is intended for dealing with complete
genomic sequences, so is designed for considerably larger
sequences than we will work with. It shows aruler across
the display, representing the sequence, and below it are
annotations to the sequence. Features are annotated using
rectangles marking the region they occupy. Only one
feature-type is displayed per row. This means to search
for one feature-type you apply your attention to one row.
Overdll, it does well to provide a very condensed view of
the sequence. It will, however, only be useful to display
features, not discover them. Similar is the representation
in GESTALT (Glusman, 2000), except that it makes
some use of colour to distinguish types of features as
well, so several may be combined in one row. It is still
not sufficient for feature discovery though.

CINEMA is another interactive DNA and protein
sequence display (Parry-Smith et al, 1997). It alows
visualisation and manipulation of sequences. CINEMA’s
purpose, however, is to develop aignments (finding
regions of similarity) between sequences so will not help
discover patterns. Nor will it display codon features.

These existing visualisations are only interactive in that
the linear position in the sequence may be moved, but no
folding or rearrangement of the sequence may be
performed to discover other features such as patterns in
the sequence.

We offer a facility that enables the user to interact with
the display in order to facilitate the discovery of features
and patterns in sequences of up to 2000 base pairs.

Our visualisations display overviews of base and amino
acid sequences in an interactive framework that allows
the user to zoom in on regions of interest and adapt the
display to highlight different features. It also alows a
user to explore different reading frames for a DNA
sequence by displaying start and stop codons in each of
the frames. The user can also interact with the display in
order to discover patterns in either a nucleotide or amino
acid sequence. Variable regions caused by wobbly bases
are also indicated.

The visualisations were created using VTK (Schroeder et
al, 1998), using a Tcl/TK interface (Ousterhout, 1994).
The application currently reads sequence data in FASTA
format (Pearson and Lipman, 1988).

In section 2 we describe how we represent a DNA
sequence to see GC content.  We discuss how enabling
interaction with the display alows the user to quickly
discover any patterns in the sequence. In section 3 we
discuss variable regions of a DNA sequence. Section 4
looks at amino acid sequences. It explains how the user
can investigate reading frames by seeing the location of
start and stop codons. It also discusses ways to represent
the different chemical nature of the amino acids. Finally
in Section 5 we discuss how the ability of the user to

interact with the visualisation allows exploration and the
discovery of possibly overlooked areas of interest.

2 Representing a nucleotide sequence

The fours bases that make up a nucleotide sequence are
represented by the letters ACGT. As shown in Figure 1,
these are typically grouped in sets of ten to assist in
locating a particular part of the sequence. An obvious
way to represent the different nucleotides is by using
colour’. Figure 2 shows the DNA segment in Figure 1
using coloured rectangles to represent the different
nucleotides. One can clearly see the poly-A tail at the
end of the sequence.
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Figure2: Colour representation of a DNA sequence

The height and width of the rectangles can be adjusted to
allow the user to more conveniently gain an overview of
different sized sequences. In addition it is possible to
zoom in or pan to areas of interest for closer inspection.

One statistic of interest for biologists is the GC content
(the ratio of G+C bases to A+T). Much of a DNA
sequence is not used for coding and these areas are more
likely to have a higher GC content. By altering the
colouring of the nucleotides so that C and G are
represented by the same (or similar) colours and similarly
for A and T we are able to more easily see those areas
which are likely to be coding regions. Figure 3 shows the
same sequence as Figure 2 above in the new colouring
scheme and we can see that the part of the sequence at the
top of the display has a higher GC content than that at the
bottom.

L 1f you are viewing a printed copy of this document you
will not fully appreciate this. See this paper on-line at
http://www.invis.canterbury.ac.nz/
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Figure 3: Representing:
content of a DNA sequence

Representing AT/GC

2.1 Finding codon patternsin a DNA sequence

Figures 2 and 3 display the nucleotides as a continuous
sequence running from left to right. However it is groups
of three of bases that are of interest to biologists. Each
group of three bases, or codon, trandates to an amino
acid. For example CGA trandates to the amino acid
Arginine. Having established a reading frame (see
Section 4.1) it is useful to display the sequence broken up
into its codons (Figure 4).
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Figure4: Separating the codons of a DNA sequence

Repetitive sequences at nucleotide and amino acid level
are of functional and practical interest to the biologist.
By adjusting the number of nucleotides in arow, patterns
with different lengths of repeat can become apparent. In
Figure 5 we see how adjusting the number of nucleotides

in each line reveals different patterns. In the third column
of Figure 5a (rows 6,7,8) we see a codon repeated every
fourth codon. When the width of the display is changed
so these no longer fall under each other (Figure 5b), the
pattern disappears. However this width reveals a different
repeat every fifth codon at the bottom right of the display.

By providing interactive adjustment of the width of the
display we enable the user to quickly scan for patterns
that might repeat at a different scales.
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Figure 5:
sequence

Discovering repeat patterns in a DNA



3 Variableregionsof a DNA sequence

As well as seeing patterns of repeating codons there are
other features of a nucleotide sequence that are of interest
to biologists. These include variable regions and the
position of start and stop codons.

For production of protein structures, DNA is transcribed
into RNA. For our purposes the RNA can be considered
essentially the same as the DNA except that the base
Thymine (T) is replaced by Uracil (U). Each triplet of
bases codes a particular amino acid, however there is
some degeneracy in the coding. For example the amino
acid Valine is coded for by GUU, GUC, GUA and GUG.
With G and U as the first two bases the third base does
not make any difference to the amino acid produced.
This is the case with the third base in many amino acids
and is sometimes referred to as a“wobbly” base.

Variable regions are of interest when considering
mutations and they also can be a means of identifying
individuals. On the other hand some laboratory
procedures require specific sequences so are intolerant to
the presence of a variable region.

Being able to identify variable regions in a sequence is
therefore of interest to scientists. Our visualisation can be
adapted to show these regions by using a different shape
to represent a “wobbly” base. Thisis shown in Figure 6
where wobbly bases are represented by a circle.
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Figure6: Representing variableregions

4  Amino Acid Sequences

As well as investigating the DNA sequence and its
individual bases it is aso useful to see the result of the
trandation of triplets or codons into their respective
amino acids. The amino acids can be represented
similarly to the representation of basesin Figure 2. Each
symbol now represents an amino acid or a specific

combination of 3 bases. The display is consequently
compressed to athird its original size.

4.1 Reading Frames

Before we can see the amino acids we need to establish a
reading frame for the DNA sequence. The reading frame
will not necessarily start at the beginning of a sequence.
There are, for our purposes, three possible ways to
congtruct the sets of triplets depending on where we start.
Only one of these will be the correct frame for providing
coding information.

Some triplets of bases represent special codons (start and
stop) which indicate the beginning and end of a region
that contains information. The codons AAA, AGA and
GAG aways represent a stop codon. The codon AUG
can represent the start of a coding region in some
circumstances but can aso code for the amino acid
Methionine. (Purveset al, 1995)

The correct reading frame will therefore likely contain a
lengthy region of amino acids unbroken by stop codons
and with a start and stop codon at either end. We use
shapes to distinguish the start and stop codons as shown
inTable 1.

Featureless amino acid

Possible start codon

Stop codon

Amino acid containing a
wobbly base

Table 1: Representing types of amino acid

The shape for a stop codon is distinctive and stands out
clearly as can be seen in Figure 7. Because the start
codon can trandate to an ordinary amino acid in many
circumstances its symbol is less obvious but able to be
located.

The user can now interactively switch between different
reading frames looking for one with aregion lacking stop
codons. Having found one it is then possible to look
more closely to see if there is a suitably placed start
codon.

Figure 7a shows a likely reading frame with an
uninterrupted region at the beginning while 7b shows an
unlikely frame with stop codons scattered throughout.



Figure 7. Representing features of an amino acid
sequencein different reading frames

Being able to quickly swap between frames is a useful
way of investigating reading frames.

4.2 Representing amino acids

The shapes, especially the stop codons, are very evident
in Figure 7. The colours also contain information. There
are 20 different amino acids, too many to be easily
distinguished using colour. However it is possible to
group the amino acids into various groups depending on
their chemical properties. In Figure 7 the different
colours represent amino acids that are hydrophobic,
hydrophilic, acidic or basic (Table 2).

Group Amino acids Colour
Hydrophobic AVLIPMFW | Red
Hydrophilic GSTCYNQ Green
Acidic KRH Yellow
Basic DE Blue

Table 2: Showing the amino acid groupsand their
representative colours

5 Interacting with the visualisations

While the displays described so far give much
information about the DNA or amino acid sequences, it is
the interaction by the user which sets these apart from
many existing applications.

We have already mentioned how changing the number of
bases or amino acids displayed on a row can revead
patterns with different repeat lengths. The success of this
depends on how easily the user can make the adjustments.
The control window, shown in Figure 8, allows the user
to adjust diders and get immediate feedback.

Glyph width
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1.0

Wertical Spacing
1.0

Fow Length
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Fieading Frame
1]

Triplet space
0.0
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Figure8: User control window

This alows the user to quickly adjust the height and
width of the symbols, the spacing between each symbol
and between the rows, to add spaces between codonsin a
DNA sequence, adjust the number of symbols on a row
and investigate the three reading frames. The feedback is
immediate. The same interactions are provided for the
Protein Sequence Viewer, except for adjustment of space
surrounding codons as this grouping exists only in DNA
sequences.

Some examples of the effects of adjusting the display
parameters are shown in Figures 9 and 10.

The height of the symbols in Figure 9b is smaller than in
Figure 9a and this has the effect of emphasising the
features and reducing the emphasis on the chemical
properties of the amino acids. In Figure 10a we see the
entire sequence of amino acids while in Figure 10b we
have separated the glyphs and row spacing and zoomed in
to allow closer investigation of the features.
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Figure 9: Emphasising features by reducing glyph
heights

6 Concluson

We have provided an interactive application that takes
DNA sequence data in FASTA format and provides a
visual representation of the information. The
visualisation itself is very simple but the ability to interact
enables users to discover patternsin DNA and amino acid
sequences and to investigate possible reading frames. In
addition information about the bases, the chemical nature
of the amino acids and the presence or absence of
variable regions are clearly visible. It isintended that this
application be incorporated as a tool or component into
public domain bioinformatics software
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Figure 10: Overview versus detail
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