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Abstract

Creating a robust image classification system depends
on having enough data with which one can adequately
train and validate the model. If there is not enough
available data, this assumption may not hold and
would result in a classifier that exhibits poor perfor-
mance, thus lowering it’s acceptability. This paper
offers a solution to the problem of training and test-
ing a neuro-fuzzy system for the purpose of image
recognition when there are a limited number of im-
ages. Features of interest are segmented from each
image and then used to train a neural-fuzzy system.
This increases the number of data examples used to
train the system. The neuro-fuzzy system is then
tested on the entire data set set of full images. A
high level of classification accuracy has been obtained
using this method. This solution has two advantages;
one, it overcomes the problem of limited data exam-
ples for training a classification model and two, rules
can be extracted from the neuro-fuzzy model for fur-
ther analysis. We apply this system to the problem
to detection of pest damage on images of apples in
New Zealand orchards.

Keywords: Multimedia data mining, spatial data min-
ing, pattern recognition

1 Introduction

Up till now, active research in data-mining has been
conducted with a number of assumptions in mind that
relate to the characteristics of the data set. What
happens if we can not satisfy these assumptions?

The first is that the data set can easily be obtained.
If one is to apply data mining to an application area,
especially one that is comparatively new, then the
chance of sourcing an appropriate data set may be
reduced.

The second deals with the size of the data set and
follows on from the first assumption. In some disci-
plines, data had not been frequently collected as there
was no call to do so until recently.

New Zealand’s horticulture is one such area where
data about certain processes, especially the produc-
tion of export quality apples, has only recently begun
to collect any data in a formal process that deals with
apple quality. With such a limited data set, conven-
tional data-mining algorithms may not be as applica-
ble to elicit any knowledge about these processes.

For example when apples grow on trees in or-
chards, a visual inspection of their status normally
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governs the decision about whether the apple has
been inflicted with pest damage and this is turn drives
the decision about what insecticide to apply. There-
fore this visual inspection process is an important
part of the growers decision-making ability. They
need to be able to identify different types of pest dam-
age, some of which is very subtle and this damage
may be inflicted on the apple itself, on the leaves of
the apple tree, or both.

For potential apple growers, an intelligent system
that could detect the type of pest, based on an image
of the damaged fruit would be of potential use. More
importantly, if a set of rules could be derived that
aided the apple grower to aid them in detecting the
type of pest damage then such knowledge could be of
considerable value. However if their is little or no data
from which a system could be built, then this becomes
a problem, especially if the primary data type are
images.

This paper proposes a method that addresses
the problem of creating a suitable image recognition
model when there is a limited data set from which the
model can be generated. This solution has two advan-
tages; one, it overcomes the problem of limited data
examples for training a classification model and two,
rules can be extracted from the neuro-fuzzy model for
further analysis.

2 The problem of image recognition

Natural images like those shown in Figure 1 reflect
the variability and type of the pest damage dealt to
growing apples. In order to have a robust intelligent
image recognition system that detects the presence
of this damage normally requires many example im-
ages of these damaged apples to be presented to it
for training and subsequent testing. If there are only
a limited number of these images available then we
need to approach the problem using a different tact.

 

Figure 1: Examples of pest damage to apples and
leaves

Images like those in Figure 1 although they only
have one apple or leaf in each shot, contain many
examples of the pest damage on it. Because we are
interested in the damage without too much regard to
the apple or the leaf itself, it would be logical to ex-
tract the pest damage from the image and use these
examples to train an appropriate classifier. This in-
creases the number of training examples for the clas-



sifier. Testing of the classifier proceeds by comparing
the trained classifier against complete images of dam-
aged apples or leaves.

There are however three challenges to this ap-
proach. Firstly, the images of the pest damage are in
full colour and of varying orientation, size, and shape.
In order to successfully train a classification model, a
suitable feature extraction method is required. And
secondly, there needs to be a feasible way in which an
entire image can be processed by the trained classi-
fier. And finally, the selection of a classifier is difficult
in the sense of finding one with satisfactory accuracy
and knowledge extraction ability.

2.1 Extracting pest damage from images of
damaged apples

Our approach to solving the first problem combines
image segmentation and wavelet transformation to
produce a set of feature vectors used to train our
classifier. The colour image segmentation method de-
vised by Ma & Manjunath (1997), Deng & Manjunath
(2001) is used to segment regions which corresponds
to the damage on the apple. Once the images have
been segmented, the identified regions are then man-
ually extracted from the image. Figure 2(a) displays
an apple with stem damage whilst Figure 2(b) shows
the output of the segmentation algorithm. When

(a) Original Image (b) Segmented Image

Figure 2: Original and segmented fruit damage

the same image segmentation algorithm is applied to
leaf damage, the algorithm convienantly segments the
damaged region from the rest of the leaf. Figure 3(a)
is an example of leafroller damage and Figure 3(b)
indicates the segmented regions of this image.

(a) Original Image (b) Segmented Image

Figure 3: Original and segmented leaf damage

Each colour image of the pest damage is resized to
a 32x32 image and separated into three matrices cor-
responding to the original images’ Red, Green, and
Blue colour components. A 4-Layer 2D Daubechies
wavelet transformation (DWT) )(Daubechies 1990)
is then applied to each colour component resulting
in a 32x32 matrix. A sub-matrix of 16x16 is then
extracted from the top left hand quartile of each
colour component matrix resulting in 256 wavelet co-
efficients. The three 16x16 colour component sub-
matrices are then combined to form a feature vector
of 768 coefficients. Figure 4 outlines this process.
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Figure 4: Process of applying wavelet transformation

For example Figure 5 is an example of the out-
put of this process. The leftmost image is that of
codling moth stem damage. This is the segmented
damage taken from the image in Figure 2(b). After
transforming this image using the method described
in Figure 4 three sets of 32x32 wavelet coefficients,
one for each of the Red, Green, and Blue colour com-
ponents are generated. The middle image depicts the
32x32 set of wavelet coefficients for the Red colour
component. The rightmost image is the 16x16 sub-
matrix extracted from this 32x32 matrix and forms
part of the feature vector the classifier is trained on.

Red component 32x32 coefficients 16x16 sub−matrix

Figure 5: Output of the process in Figure 4

The justification for using the wavelet transfor-
mation is related to its multi-resolution analysis of
an image, which in turn allows for the detection of
the discontinuities resulted from the precense of pest
damage on the apple or leaf. This has already been
proven with using wavelets as the basis for image in-
dexing (Wang et al. 1997, 1998) and image recognition
(Woodford & Kasabov 2001).

2.2 The wavelet-based neural-fuzzy image
recognition system

The solution to the second problem involves combin-
ing traditional image filtering techniques with a clas-
sifier creating an adaptive image filter for the purpose
of image recognition.

Here we convolve a 32x32 window over the origi-
nal image. The window is initially positioned at the
top leftmost position of a 128x128 image and the out-
put of each 32x32 window of the image is then con-
verted to a set of wavelets using the scheme outlined
in Subsection 2.1 that generates a set of 768 coeffi-
cients which are then passed to the classifier. The
window is then shifted along by a predefined number
of pixels and the another set of wavelet coefficients



generated. This proces is repeated until the 32x32
window has completely covered the entire image.

The choice of size of the window was governed
by finding an appropriate compromise between speed
and time to process the entire image. Having a small
window would incur large time delays before the sys-
tem responded with an output as the window would
need to be shifted many times over the image to com-
pletely cover it. If the window was too large, then sub-
tle information related to pest damage would be lost.
We choose to have a 32x32 window that was shifted
16 pixels along the image. This meant the system
would have to process 64 separate segments for each
image. By creating an overlapping window where we
offset the shift by 24 pixels both in the horizontal and
vertical directions we were able to decrease the num-
ber of segments to 49 resulting in a marked speedup.
The coefficients generated from each window become
the input to our classification model which can then
identify the presence of a specific type of damage on
the apple. Figure 6 outlines this process.
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Figure 6: The image recognition process

However one question remains. What classifier do
we use? We had already stated that we are working
with a data set that has a limited number of exam-
ples. Traditional connectionist-based learning mech-
anisms such as the Multi-Layer Perceptron (MLP)
(Rumelhart et al. 1986) normally exhibit good per-
formance when they are trained and validated us-
ing a satisfactory number of examples. Indeed the
problem is compounded by the fact it is a difficult
task to elicit any knowledge in form of rules from
these structures. Recent solutions to this problem of
rule-extraction such as NEFCLASS (Nauck & Kruse
1996), FuNN (Kasabov et al. 1996), and specific ap-
proaches (Craven & Shavlik 1997) still rely on the as-
sumption that they operate on a suitably sized data
set.

The Evolving Fuzzy Neural Network (EFuNN)
(Kasabov 1998a,b, 2001) addresses the problems offer-
ing an on-line, adaptive, learning mechanism, where
rules can be extracted from the system. Because of
its single-pass and adaptive learning capability the
EFuNN can satisfactorily learn from small sized data
sets as has been demonstrated in (Woodford et al.
1999, Kasabov et al. 2000). In this study the au-
thors applied to the EFuNN to the challenging task
of image recognition by training and testing it on an
image data set of pest damage to apples and leaves.
The same technique described in Figure 4 was used
to produced a set of wavelet coefficients. Unlike this
study, the entire image was transformed instead of
transforming the segmented damage. A classification
accuracy 48% was obtained using the EFuNN. This
result was better than the other classifiers used to
compare the performance of the EFuNN.

In a similar study Woodford (2001) compared the
ability of the EFuNN against the Support Vector Ma-
chine (SVM) (Cortes & Vapnik 1995) using a similar
data set. The results reported by this study indicated
the EFuNN was a superior classifier achieving a clas-

sification accuracy of 54% compared to the SVM at
42%.

Although the results of the experiments reported
in these works indicated that the EFuNN achieved a
good level of performance, there was scope for im-
provement and in this paper we also use EFuNN as
the image recognition engine for this work.

3 The recognition of pest damage on apples

3.1 Method

96 images of damaged apples were used as the data set
for the experiment. The images were of three differ-
ent types of pest damage. Codling moth which only
inflicts damage to the apple itself, appleleaf curling
midge that inflicts damage to both the leaves and
fruit, and leafroller that also inflicts damage to the
leaves and fruit. The distribution of the images are
contained in Table 1.

Pest Fruit Leaf
Appleleaf-curling midge 10 33
Codling Moth 44
Leafroller 29 44

Table 1: Distribution of pest damage examples

We then applied the method outlined in Subsec-
tion 2.1 to create a set of 160 images which were then
separated into five distinct classes: appleleaf curling
midge fruit damage, appleleaf curling midge leaf dam-
age, codling moth damage, leafroller fruit damage,
and leafroller leaf damage.

To train the EFuNN, 140 randomly selected in-
stances from the pool of 160 were selected where same
number of training examples were selected for each of
the five classes. By adopting this method, we could
then test the generalisation capability of the EFuNN
when tested on an entire image. This training/testing
strategy was repeated ten times. The parameters for
the EFuNN were: Number of membership functions
= 3, sensitivity threshold = 0.95, learning rate = 0.25,
error threshold = 0.01. The single-pass learning mode
was used to train the EFuNN.

Once the EFuNN was trained, it was tested on
all 96 full sized images using the method outlined
in Subsection 2.2. As the 32x32 subwindow was
passed over the image, the contents of the subwindow
were transformed into a set of 768 wavelet coefficients
and passed to the EFuNN. If there was pest damage
present within this sub-window, the EFuNN would
output a high value close to 1.0. And if there was
no pest damage the EFuNN would report a low value
close to 0. For example if an image of codling moth
damage was being scanned by this method, the out-
put of the EFuNN would be [0 0 0.95 0 0] where there
was a presence of this type of damage and [0 0 0.01
0.0] where there was not. The system would store the
outputs of the EFuNN until the system had scanned
the entire image. The vector with the highest output
would then be compared to a known output vector
for that entire image.

Table 2 shows the result of the testing of the
EFuNN on all ten runs. With an average recognition
rate of 75%, this method has dramatically increased
the performance of the EFuNN compared to the pre-
vious studies.

Of the ten runs, run number 5 was the best in
terms of a lower number of rules resulting in the high-
est classification. An analysis of the extracted rules
can be found in Table 3.

From the results of the table we can see that leaf
damage is harder to detect than fruit damage due



Run RMS (Training) No. Rules Accuracy
1 0.0045 84 73.75%
2 0.0023 68 75.83%
3 0.0029 84 72.70%
4 0.0024 86 74.79%
5 0.0045 68 77.08%
6 0.0023 78 77.08%
7 0.0034 80 75.83%
8 0.0012 68 72.70%
9 0.0013 82 76.69%
10 0.0045 86 73.75%

Table 2: Results from ten runs of the EFuNN

Pest Damage No. Rules
Appleleaf curling midge fruit damage 1
Appleleaf curling midge leaf damage 10
Codling moth damage 17
Leafroller fruit damage 15
Leafroller leaf damage 25

Table 3: Analysis of the rule set from the best per-
forming EFuNN run

to the number of rules accommodating each class
of damage. More interestingly was the fact that
there was only 1 rule accommodating appleleaf curl-
ing midge fruit damage. This could be due to the
fact that there is only a slight variation between in-
stances of this type of damage. Leafroller leaf damage
was the hardest to detect as there is a high variability
between examples of this type of damage.

3.2 Discussion

The results obtained from this study indicated that
the EFuNN had successfully learnt the templates and
was able to generalise the templates to recognise dam-
age that was similar or the same as what it had been
trained on. Table 4 shows the confusion matrix from
run 5 of the system. Each category is listed column-
wise with the classification outcome listed in each row
of the table.

Classified as alm-f alm-l cm lr-f lr-l
alm-f 7 0 2 1 0
alm-l 0 8 0 2 0
cm 0 0 28 4 0
lr-f 2 0 7 16 0
lr-l 0 4 0 0 15

Total 74/96

Table 4: Confusion matrix from run 5

When a misclassification was made, the EFuNN
reported a sensible result. For example when the
EFuNN was tested on images of appleleaf curling
midge leaf damage (alm-l), it misclassified it as
leafroller leaf damage (lr-l). The same occurred with
fruit damage. Codling moth fruit damage (cm) was
sometimes misclassified as appleleaf curling midge
fruit damage (alm-f) or leafroller fruit damage (lr-f).
In most cases there were few misclassifications.

4 Comparison with other classifiers

To justify the results obtained from our study, we
compared the results obtained from the EFuNN using
three other classifiers. The k-means classifier as it is a
well documented traditional statistical classifier, the
MLP as it is also neural network, and the SVM since
it is the current state-of-the-art in classifiers. The

PRTools Pattern Recognition Toolbox for MATLAB
(Duin 2000) was used as the implementation for these
three classifiers.

The parameters used for each classifier were

• K-means classifier: 5 clusters

• MLP: 10 hidden nodes, error goal = 0.02, mo-
mentum = 0.95, learning rate = 0.01

• SVM: A polynomial kernel of degree 4.

Using the same training data sets created for the
previous experiment, we applied the each classifier to
this task. For testing the classifiers, the same method
for extracting 32x32 windows from the original im-
age was used and the feature vector presented to the
classifier. The results of testing the classifiers can be
found in Table 5.

Run K-means MLP SVM
1 44.79% 36.45% 52.25%
2 43.75% 19.79% 53.20%
3 43.75% 34.37% 51.34%
4 43.75% 35.41% 45.36%
5 43.75% 37.50% 52.25%
6 39.58% 30.20% 56.69%
7 44.49% 38.54% 50.25%
8 44.79% 34.37% 53.34%
9 37.50% 36.45% 59.12%
10 42.70% 22.91% 57.23%

Table 5: Results from the other three classifiers

The results obtained indicated that the EFuNN
compared favourably with the other three classifiers
and on average outperformed them by a factor of 20%.
This is an interesting result as one would expect the
MLP to be good if not better than the EFuNN as it
uses multi-pass training.

5 Conclusion

In this paper we have demonstrated a novel method
for the purpose of constructing robust classifiers for
image recognition where there are a limited number
of examples with which to adequately train and test
the classifier.

We have combined a number of techniques to pro-
duce a hybrid system that exploits the power of ad-
vanced neuro-fuzzy systems along with conventional
image processing techniques to create a image recog-
nition system to detect pest damage.

The added benefit of this system using the EFuNN
is that knowledge in the form of rules can be extracted
from this learning system. We are currently looking
at ways of reducing this ruleset to make it more con-
cise.

Future work will involve evaluating our approach
against other rule extraction methods such as decision
trees Mitchell (1997) and the XCS classifier (Wilson
1995).
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