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A further area of current interest surrounds investigating
issues concerning transactional and support services in
the E-commerce environment including the following
areas, concurrency control, [Brabrand, C., Møller, A. and
Schwartzbach, M.I.(2002)], recovery [Shaw, N.G. and
Craighead. C.W (2003)] security, [Damiani, E., De
Capitani di Vimercati, S. and Samarati, P.(2002)],
replication, [Gao, L., Dahlin, M., Nayate, A., Zheng. J.
and Iyengar, A.(2003)], performance [Rezgui, A.,
Ouzzani, M., Bouguettaya, A., and Medjahed, B.(2002)],
software configuration and deployment[Anzbock, R.,
Dustdar, S. and Gall, H. (2002)],

Abstract
This paper describes the architectural considerations in
the design of a web services B2B application. A
component design is presented which exploits the
postulated advantages of object oriented and web services
technologies. Our main focus has been to design interim
measures to overcome the limitations of current web
services architecture and standards. We discuss our
interim design with reference to our approach to load
balancing and the design of application based error
handling to support both the load balancing requirements
and the web services architecture. The design issues
surrounding application based concurrency control in a
B2B web services environment are also described. Our
concurrency control approach presents a practical
adaptation of a pessimistic scheme supporting a nested
transaction model.

Our effort shows that current web services infrastructure,
despite some of its short comings and relative immaturity
is usable in a commercial software engineering
environment. We also show that in the face of some
missing functionality especially in the areas of
transactional support over the internet, that work arounds
are easily added to the application architecture.

Keywords: e-commerce, web services, services oriented
computing
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1.1

Current Issues in the Design of Web Services

The Product Provisioning System

Service Providers and internal call centre staff currently
use a browser-based interface to manually process
provisioning requests using the Product Provisioning
System (PPS). The PPS order workflow provides
operators with browser based functionality to place
requests to order products which are passed to a number
of legacy systems via message queuing software [IBM
MQSeries(2003)]. The provisioning workflow encoded in
the PPS passes a number of transactions to these legacy
systems which 1) determines the suitability of the
customers existing facilities to have the product installed.
2) checks the customers region for product availability. 3)
books the service request, and, 4) stores the results of all
these interactions in the local PPS database for later
interrogation and reporting.

For B2B E-commerce to scale to the Internet, there is a
need for efficient integration in order to achieve
interoperability. B2B integration frameworks still have
several research issues which need to be addressed. These
include process-based integration of services, dependable
integration of services, support of standardized
interactions, security, and privacy. [Medjahed, B.,
Benatallah,B., Bouguettaya, A., Ngu, A.H.H. and
Elmagarmid, A.K.(2003)]. In this paper we present an
architecture that addresses these issues in the
development of a Web Services based application.
There have been a number of studies which evaluate
different E-commerce architectures including Medjahed
et al. (2003) and Emmerich(2002).

Although fully functional, this interface is not suitable for
integration with the Service Providers own provisioning
systems. Service Providers are no longer prepared to
perform double entry into their own provisioning system
and PPS.
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The B2B Provisioning initiative provides Service
Providers with a business-to-business interface with PPS,
suitable to be integrated with the Service Providers
internal systems for provisioning.
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•

The following business drivers contributed to the funding
of this initiative:
•

•

•
•

•
•

Increase in Service Provider satisfaction, facilitated
by the availability of multiple access models to PPS
functionality.

The non-functional requirements for the B2B PPS
Release 1 initiative are:

Reduce the need for Service Providers to “doubleenter” details in both their own provisioning
applications and PPS. This will decrease the manual
handling of Service Provider requests, which
contribute to a high cost per transaction to the
Supplier Company.
Contain the cost of Service Provider operation as
volumes increase.
Allow integration of PPS business functions into the
Service Provider’s business processes.

Integrate with the Service Providers own systems and
data for use in marketing activities.

•

The exposed services will be suitable for use for both
online and batch processes.

•

Current PPS SLAs should not be adversely affected.

1.

Availability

2.

‘Business Critical’ classification

3.

Company Security conformance

The following PPS Non-Functional Requirements will
have to be revised in their applicability to the B2B
interfaces. Although, it is expected that B2B PPS Release
1 will comply with equivalent metrics in the browser
environment.
1.

Response times

2.

Number of concurrent sessions

3.

Transaction volumes

Critical Success Factors

4.

1.3

•

Note: Although pending confirmation or
revision, the following transaction volumes are
currently indicated:

•

Support for between 150K and 180K orders per
year.

•

Support for between 720K and 900K product
validations per year

•

Support for 4 million enquiries per year.

•

Peak hourly rate of 20% above average.

Performance and transaction reporting.

Significant Architectural Influences

The following factors in the problem domain for B2B
PPS Release 1 were identified as those that are likely to
have the most impact on the solution risk, cost and
timeframe.
•

Existing PPS functionality will not be affected.

•

Provide working B2B interfaces to expose PPS
functionality.

Proposed solution will primarily reuse existing PPS
software and hardware infrastructure.

•

Provide a viable long-term solution for Service
Providers to provision a subset of products that can
be extended to cater for additional products.

Standards based - exposed functionality will be
implemented in adherence to accepted industry
standards and leading practices.

•

Existing PPS security infrastructure will be used.

•

B2B functionality will be platform independent.

In order to be classified a success, B2B PPS Release 1
must:

•

The exposed services will execute in a secure fashion
utilising existing PPS security approach and
infrastructure over a public network (Internet).

Achieve a deployment of B2B PPS functionality by
the end of 2003.

Ultimately the business case for the PPS B2B application
is decided by a combination of factors such as return on
investment and intangibles such as the various aspects of
customer satisfaction. (Larsen, K.R.T and Bloniarz, P. A.
(2000)). The business and not the IT organisation is
responsible for the overall delivery of the business case.
As technologists it is our responsibility to deliver the
technical solution as cost effectively as possible. The
delivery of a cost-effective technical solution entails no
reliance on new infrastructure or support structures.

•

•

The B2B PPS Release 1 will comply with the following
browser based PPS Non-Functional Requirements:

Having described the functionality and the business case
for the B2B APIs, the remainder of section 1 of this paper
describes the critical success factors, significant
architectural influences, functional and non functional
requirements for the design of the B2B application.
Section 2 describes the web services technology of
relevance to the PPS B2B application and the benefits
expected to be achieved. Section 3 describes the
integration of the transaction services with the B2B web
services application to achieve Quality of Service (QOS)
requirements. Section 4 describes the architecture of the
new components built and discusses how reuse is
achieved. Section 5 examines the benefits obtained
against what was expected. Section 6 concludes and
presents areas of future work.

1.2

The solution is non discriminative in terms of
technical capability and treats Service Providers
equally, independent of their customer base size.
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•

Proposed solution is capable of being expanded to
include PPS functionality not included in B2B PPS
Release 1.

•

Proposed solution has been influenced by
Company’s strategic direction for a Services
Oriented Architecture (SOA).

•

SOAP over HTTP(S) is used as the messaging
protocol and the exposed interfaces are described via
WSDL. Apache Axis is installed in PPS’s
WebSphere
Application
Server
[IBM
WebSphere(2003)] as the SOAP engine.

To meet these requirements the solution discussed in
Section 3 Integrating Transaction Services into B2B Web
Services focuses on addressing these aspects of B2B PPS
Release 1.

2

Access enablement

•

Flexibility and reusability of software components

•

Capability for evolutionary and incremental
deployment requiring no changes to current
infrastructures and applications

•

E-Business enablement by Web Service-enabling
existing applications, including legacy applications,
these applications then become accessible and are
able to interact with the entire world through the
Internet, or the entire enterprise through the Intranet.

•

Interoperability as Web Services may dramatically
reduce the effort of system integration.

•

Extensibility of existing functionality.

2.3

Web Services

The Conceptual Web Services Stack

A Web Service is an interface that describes one or more
operations that can be network-accessed through
standardised XML messages. The interface is described
and defined via a formal XML notion called its Service
Description. It covers all the details needed to interface
with the service, including message format, transport
protocols and location. The interface hides the
implementation details of the service, allowing it to be
used independently of the hardware or software platform
on which it is implemented and also independently of the
programming language in which it is written. Web
Services fulfil a specific task or a set of tasks. They can
be used alone or with other Web Services to carry out a
complex aggregation or a business transaction.

This section provides a basic description of Web Services
technologies and their benefits, which are the basis for
some of the architectural decisions. Section 3, Integrating
Transaction Services into B2B Web Services defines how
the transactional services are integrated into the Web
services architecture. Section 4, PPS B2B Web Services
Architectural Overview describes the component
architecture based on the Web Services model presented
below to provide reuse and interoperability.

2.1

•

The Web Services Model

Web Services technologies have been endorsed by many
companies as a strategic direction in line with general IT
Industry acceptance of SOAs. Vendors of all the major
application servers, EAI software, packaged applications
and development environments have provided basic
integrated support for Web Services, and have included
the technology prominently in their strategic roadmaps.

Figure 1 - Conceptual Web Services Stack represents a
layered mode of the different conceptual areas and the inscope layers and technologies to be used for the B2B PPS
Release 1.

Web Services are loosely coupled network-accessible
interfaces that are described and defined using an XML
based service description document (WSDL). This
identifies all details required to access the Web Service,
including the message format, transport protocols and
network location. This interface allows the service to be
used independently of the platform and language in which
it is deployed.
The web services model, is built on a core set of XML
based open standards (SOAP, WSDL, UDDI) that enable
interoperability across heterogeneous platforms. These
core standards, although still evolving, are now well
established and supported across the IT industry. Other
emerging standards, in various states of development and
industry acceptance, will address business process
(service flow), security, management, and quality-ofservice and other issues.

2.2

Figure 1 - Conceptual Web Services Stack
In Release 1 B2B PPS has implemented the core Web
Services Layers, comprising the Network Layer, the
XML-Based Messaging Layer and the Service
Description Layer, as well as some Security Layer
components applicable to the Network Layer.

The Benefits of Web Services

The Web Services model presents the potential to deliver
many benefits in the following areas:
•

It is intended that as Web Services standards evolve and
are adopted, other components of the Web Services
Conceptual Stack will be gradually incorporated into the
solution in subsequent releases.

Intra and inter-enterprise application integration
3
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message details and the most appropriate entry points into
the current PPS application was designed with the
objective to reuse current functionality.
Figure 5 –
PPS Component diagram shows the interaction of the
components in PPS.

Integrating Transaction Services into B2B
Web Services to Achieve QoS Requirements

According to Gokhale, A., Schmidt, D.C., Natarajan, B.
and Wang, N.(2002), B2B architecture must satisfy
multiple quality-of-service requirements simultaneously.
Along with an increasing number of enterprise
applications, PPS and other high-volume e-commerce
systems, have stringent quality-of-service (QoS)
demands, such as efficiency, scalability, dependability,
and security. These must be satisfied simultaneously and
may cross-cut multiple layers and require end-to-end
enforcement.
Implementations
of
conventional
component middleware cannot enforce complex QoS
requirements of enterprise applications effectively.
Conventional middleware has not been specifically
designed for applications deployed to the internet.

3.2

Error handling in the B2B Web Services environment
raises the following issues:

The architecture for B2B PPS Release 1, shown in Figure
4 —Architecture Overview Diagram for B2B PPS
Release 1 is based on the use of Web Services
technologies. The deployed Web Services adhere to the
Web Services Interoperability Organization Basic Profile
Version 1[http://www.ws-i.org] guidelines for maximum
interoperability.

•

How much validation should be included in the
WSDL schema definition? And should errors be
passed through to the application and logged.
Logging allows monitoring to determine application
usability but will increase the workload on the
application server.

•

How should client timeouts be handled? Simple
validations including those performed by the WSDL
are returned instantly, but errors returned from
legacy applications may be passed back well after
termination of the client process.

Our approach is to raise SOAP faults for simple
validation checks which may be detected in the WSDL or
by local PPS validation. These do not require the B2B
APIs to interact with legacy systems. Errors detected in
the later stages of execution are written to an Activity
History table. The Service Providers can run a further
API to determine the fate of any entered requests.

SOAP interfaces are built into the PPS system, allowing
for SOAP over HTTP based access to the existing PPS
business functions. Using SOAP over HTTP allows
platform-independent access from external applications,
both from Service Providers and from other of the
Supplier Company’s internal applications. Since those are
“faceless” interfaces, they support “white labelling” in
batch or online integration.

3.3

Security

In order to maximise interoperability, facilitate
integration with the Service Provider base and minimise
development effort, the following approach was selected:

Due to the characteristics of the PPS’s ‘order workflow’
paradigm, the SOAP interfaces, where appropriate are
built with the capability of optionally waiting for the full
‘order workflow’ to be completed in order to return the
results in a synchronous mode (see Section 3.5.1
Immediate Model). Control over this capability has been
built into the SOAP interface where found appropriate
and practical, allowing the client to specify if
synchronous or asynchronous mode (see Section 3.5.2
Delayed Model) is required.
The SOAP engine selected for deployment is Apache
Axis, which is the follow-on version of Apache SOAP 2
included in WebSphere Application Server 4.x currently
used by PPS. Apache Axis is included in WebSphere
Application Server 5, and the significant performance and
feature enhancements in Apache Axis justify its
deployment of into the WebSphere Application Server
4.x used by PPS.

3.1

Error Handling in the B2B APIs

•

SOAP over HTTP with SSL transport and client side
server x509 Digital Certificates between the Service
Provider applications and the Web Server within the
Company Firewall

•

Authentication of the Digital Certificate will be
performed as per current PPS infrastructure. Current
authorisation mechanisms in PPS will be utilised for
the SOAP interfaces in a similar way as for the
current browser-based users

•

The primary Digital Certificate currently used by
Service Providers will be used by the Service
Provider authorised officer to produce secondary
certificates to be used as the client-side certificate for
B2B interfaces

This approach provides secure communications and allow
the current security infrastructure to be used with minimal
changes to current procedures. In order to limit access to
the B2B APIs it has been necessary to accommodate new
Role(s) and authorisation details for the B2B interfaces.
This proposed approach is exactly the same approach that
is currently utilised in production by PPS.

SOAP Interfaces

Each SOAP interface to be exposed will be described via
Web Services Description Language (WSDL) documents.
These WSDL documents will be made available to
Service Providers, keeping in line with accepted Web
Services practices, to facilitate integration with the
Service Provider’s applications.

However, for the B2B SOAP interfaces the authenticated
entity is the Service Providers server, not the individual
user. It will be the responsibility of the Service Provider
to provide any required auditability and/or traceability for

Each SOAP interface message component (input and
output) will be defined via the use of XML Schemas. The
4

individual users utilising the B2B SOAP interfaces in
their own applications.

3.4

a provider. The provider receives the message, processes
it and then sends back a response. Refer to the Web
Services Interoperability Organization Basic Profile
Version 1 usage scenarios for more detail. Refer to Figure
2 – Immediate Model for B2B Web Services which
shows the synchronous interaction of the B2B APIs.

Reliability

Since the proposed solution uses current PPS software
and hardware infrastructure, the Reliability characteristics
of the B2B PPS Release 1 will be similar to PPS
including the same potential points-of-failure.
Due to the business characteristics of the interfaces being
developed during B2B PPS Release 1, it is assumed that
the RPC model of SOAP messaging will provide
sufficient indication of message reliability for effective
use, just as the current browser-based PPS interfaces do.
As such, there will be no solution-specific mechanism to
address transport reliability issues like guaranteed onceonly delivery of messages in case of network or node
failure.

: Con sum er

r es pons e

The Web Services emerging standards in this area are
oriented towards providing capabilities for reliable
messaging at the messaging layer instead of at the
transport layer. As Web Services standards evolve, it is
anticipated that future releases will adopt those standards
as a means to guarantee once-only delivery of messages
between end-points.

Figure 2 – Immediate Model for B2B Web Services

3.5.2
3.5

Usage Models

The first request in the delayed model web service
consists of two separate phases. The first phase contains
all validations that can be done without interactions with
other systems. At the end of this phase the request will be
written to the database and the request id will be returned
to the client. The second phase will consist of validation
that requires interactions with other systems. The results
of the second phase will be stored against the request (as
per standard PPS processing).

While load balancing is important in attempting to gain
efficient resource usage, it is unable guarantee service
levels. In the PPS environment, service providers may
enter provisioning requests in a customer facing situation
or they may batch up requests and process them offline.
Our approach to dealing with response time issues is to
provide two usage modes for the provisioning APIs.
Immediate mode works synchronously and endeavours to
complete a request in less than 2 minutes. If it takes
longer than 2 minutes the request will fail and must be
reentered. While we cannot control user behaviour to
balance resources usage, we anticipate that this will
encourage self regulation with regard to the timing and
mode of entry for non customer facing work.

3.5.1

Delayed Model

To implement a non time dependant service for B2B web
services, two Synchronous Request/Response web
services will have to be defined. The first service would
initiate the processing. This service will return an
identifier to the consumer. The consumer can then call the
second service with the identifier as a parameter. If the
PPS request has been completed the response is returned.
If the PPS request is still being processed, an “in
progress” status is returned.

Load balancing is generally seen as cost effective way to
address application throughput and response time
demands. Component based architectures employ load
balancing services based on distributed object computing
middleware, such as CORBA or Java RMI. These load
balancing services distribute client workload equitably
among various back-end servers in order obtain the best
response time possible given a particular load. [Othman,
O. and Schmidt, D. C., (2001)]

Again, this
potentially
approaches
still being
C.(2001)]

: P ro duc er
reques t

When the second web service is invoked the results of the
first web service are returned. (see Figure 3 – Delayed
Model for B2B Web Services)

3.6

is a simple approach to a very complex and
very expensive problem. Load balancing
in general, not specific to web services are
developed. [Othman, O. and Schmidt, D.

Concurrency Control Considerations in the
PPS B2B Web Service Application

In this section we present the Status Locking Concurrency
Control scheme. Status Locking is a pessimistic approach
using a hierarchical structure. This scheme has been
devised to minimise application changes while allowing
the browser based and B2B functions to share a common
approach to concurrency control. Our model of
concurrency control presents a practical adoption of a
pessimistic scheme supporting a nested transaction model.
Locks are maintained in the application and not by the

Immediate Model

This model for B2B web services uses the Synchronous
Request/Response implementation of the WS-I Basic
Profile. This defines a consumer who sends a message to
5

database management system or middleware of the B2B
APIs.

: Consum er

reviewing the requirements of our specific application,
analysing its dynamic behaviour, specifying a fault
model, then adding as many features to the classical
ACID transaction model that are needed to support the
application. This new transaction model may not be
generalisable to other applications.

: P ro d u c e r
r eq u e s t

Extended transaction models are built by structuring
atomic actions in such a way to reflect the dependencies
required to model the semantics of the complex
application. Dependencies between subtransactions are of
two types:

id e n t i fi e r

q u e r y ( i d e n t i fi e r )
re s p o n s e

•

structural dependencies where atomic actions are
scheduled in some predefined sequence

•

dynamic dependencies which arise from shared data
and envelop any number of atomic actions not based
on the invocation hierarchy.

Dependencies between atomic actions can be modelled
using the concept of spheres of control [Gray and
Reuter(1993)]. Spheres of control means containing the
effects of arbitrary operations as long as it might be
necessary to revoke them and monitoring the
dependencies of operations on one another in case faulty
data is found at some point in time. In the PPS B2B
Application this may even occur after the root transaction
of nested model has been aborted. The advantages of the
Status Locking Concurrency Control model are its:

Figure 3 – Delayed Model for B2B Web Services
Our scheme prevents concurrent client transactions from
interfering with each other at the request level. It also
provides a mechanism to notify child subtransactions
operating on legacy based objects of the failure of the
parent or root subtransaction even when the process
executing the parent subtransaction has ceased to exist.
These child subtransactions can not be dynamically
aborted or informed of the status of the parent without
significant architectural and subsequent coding impacts.

•

Full maintenance of the ACID properties.

The characteristics of web services transactions (extended
transaction models) are generally:

•

Ease of implementation using simple scheduling
capabilities from the application server.

•

•

No reliance on compensating transactions.

•

Two simple generic dependency types which can be
used to reason about concurrency control and
recovery requirements for our implementation of the
nested transaction model.

Long duration which increases the probability of
conflict and in the case of failure increases the
amount of work to be recovered to potentially
unacceptable levels.

•

Distributed nature, which requires transaction
decomposition to break a transaction into smaller
subtransactions, which may have complex
dependencies. The analysis of the dependencies
between these subtransactions is often a very large
task and is subject to constant update as application
functionality changes.
• A requirement for independent failure modes of
subtransactions which may be treated by the
generation of compensating transactions. A possible
alternative is to relax the strictness criteria for both
concurrency and recovery actions.
• The need to support concurrency control in both
immediate and delayed mode operation.
The limitations of the flat transaction model and its
reliance on the ACID properties means that for many
advanced applications we must devise a transaction
model to deal with complex dependencies between
subtransactions and generalise the semantics concerning
the notion of a correct state and the procedures by which
this state can be reached. According to Gray and
Reuter(1993) most of these extensions are often mere
proposals in scientific journals and many attempts have
been made to extend flat transactions to adequately model
more complex situations. Our proposal has started from

Structural dependencies are at the subtransaction level
and are maintained using the concept of a status lock.
Dynamic dependencies are handled by request locks and
standard 2PL as provided by the lock managers of the
legacy systems.

3.6.1

Status and Request Locks

The section describes the concurrency control mechanism
used in the Status Locking Concurrency Control scheme.
The parent subtransaction sets two locks during the begin
transaction phase, a status lock and a request lock. A
status lock defines the current status of the parent
subtransaction. The second lock is a request lock which is
used to inform other transactions that customer and
associated product data is potentially being updated.
Status locks have 3 states, 1) In Progress 2) Complete all subtractions have completed successfully and 3)
Unable to Complete – this status is set when either a child
fails or a parent subtransaction is subject to a controlled
abort, generally caused by a timeout.
Status locks are taken during the begin transaction phase
and removed during the end transaction phase by the
6

parent or root subtransaction. If a parent process is
subject to a controlled abort or timeout then the request
lock taken against the provisioning details are removed
and the status locks is updated to unable to complete. If
all subtransactions complete the status lock is set to
complete.

The implementation pattern selected is based on the WS-I
Basic profile version 1.0. The profile consists of a set of
non-proprietary web services specifications, along with
clarifications and amplifications of these specifications.
Complying with WS-I basic profile will ensure, as much
as possible, the interoperability of web services built
using it. WS-I is one of the non functional requirements
for the B2B project to ensure that interoperability is
achieved.

In the PPS system, subtransactions are passed to legacy
applications and there is no guaranteed response time
from these systems. It is possible that a child
subtransaction may return after the parent subtransaction
has aborted. Normally, the parent subtransaction is
responsible for coordinating consistent atomic behavior
by the child subtransactions in the nested transaction
model. The status lock is used to inform these child
subtransactions as to whether they should commit or
abort. If the parent subtransaction has been aborted or
timed out it is possible for an operator to resubmit a
provisioning request before all child subtransactions have
returned from the previous request. This is because the
request lock is removed before the parent process
completes.

3.7

The profile defines the following:-

Following is a list of minimum requirements for SOAP
clients in order to successfully integrate with the B2B
interfaces to be implemented by B2B PPS Release 1:
XML 1.0

•

SOAP 1.1

•

HTTP 1.0 (1.1 preferred)

•

Support for Secure Cookies

•

Support for HTTP redirection

•

SSL based connection authenticated via Server-side
X509 Digital Certificates

PPS B2B
Overview

•

XML 1.0

•

HTTP/1.1

•

WSDL 1.1

•

UDDI 2 (not used by the B2B project)

Figure 4 shows the proposed Architecture Overview
diagram for the solution, highlighting the new access path
for the B2B interfaces.
Supplie r Company

To facilitate the development, a Web Services toolkit
supporting WSDL 1.1 is recommended.
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SOAP 1.1

All of these specifications have been clarified to ensure
the implementation allows as much interoperability as
possible. For B2B, the literal encoding mechanism of
SOAP messages has been selected, as this method offers
the best trade off of performance versus programming
effort. For more detail refer to the WS-I definition.

Client Access Requirements

•

•

Web

Services

PPS

Architectural

Authorisation

Figure 4 —Architecture Overview Diagram for B2B PPS
Release 1

The Legacy Transformation Imperative is our major
technical driver to achieve both reuse and
interoperability. According to Arsanjani, L., Hailpern B.,
Martin, J. and Tarr, T.(2003), the idea of clearly defined
ownership of data, process, and application code will shift
as we move to a distributed model. This shift is inevitable
because of the business potential for the dynamic
interconnection of processes that can continually re-form
and re-connect. Integrating services within an enterprise
across multiple business lines is best done by
componentization, which involves characterising chunks
of business-driven functionality corresponding to
business goals.

At a minimum, two new classes need to be generated for
each web service which is to be created by the B2B
project. The first is the command bean class which gets
called by the generated server stub. This class will call
the façade class to carry out the business logic. The
façade class will use the PPS business objects or other
PPS application service façade classes to carry out the
required business logic. Data beans are required to set and
get data values in the XML.
The classes described in the following sections are those
required to reuse the current browser based business
objects. These objects control and pass XML based
messages to the business objects and return the response
to the Service Provider client. The classes we describe in
Section 4.1, the component model are 1) façade classes,
2) command beans and 3) data beans.

The architecture presented in the following section has
been devised in order to maximise reuse of the existing
browser based components while minimising the amount
of hand crafted code.
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4.1

Component Model

Figure 5 shows the component diagram, where
the shaded areas represent the new components that have
been developed as part of the solution. The B2B solution
uses Apache Axis SOAP toolkit to implement the Web
Services using SOAP over HTTP. Command beans will
be used to decouple the Apache generated classes from
the Façade classes. The façade classes will orchestrate
existing PPS business objects to carry out the required
business functionality. The following diagram,
Figure 5 – PPS Component diagram shows how
these components are structured and interact.

4.1.1

P PS W eb A pp lic atio n

Ex is tin g P PS C o m po nen ts

Figure 5 – PPS Component diagram

Façade Class
4.1.2

One B2B Façade class will be developed for each B2B
interface, which will reuse existing PPS components.

The solution involved writing a set of new B2B
Command beans for PPS that hook into existing PPS
code to perform whatever transaction is necessary. The
public methods of these beans are made available to the
SOAP server interface implementation classes. B2B
clients make use of the published SOAP Server interface
to connect to the Server. Request and Response data are
held in Java data beans whose structure is also published
as part of the WSDL Interface. Figure 6, the: PPS
Application Components diagram shows the components
of the current PPS architecture and it includes where the
new B2B components will fit in.

These B2B façade classes will encapsulate the logic
required for the B2B interfaces and will reuse the basic
PPS business objects and provide a clear separation layer
between PPS basic business objects and the interface
definitions used by the Service Providers
PPS components in some circumstances assumed that the
interaction mode is browser based and as a result contain
some code that will not allow reuse in B2B interaction. In
these cases, the required component logic has been
incorporated into the B2B façade class or a new
component has been developed that is used only by the
B2B façade classes.

4.1.3

An alternative approach would have been to change the
current PPS components so that any dependency on the
browser based interactions are removed and moved into
the presentation layer, so that the B2B façade classes can
reuse these components. This alternative approach was
considered, and although it would be desirable, was
rejected due to various factors, including:
•

The alternative approach would have an increased
time-to-market and cost

•

The proposed approach allows for better insulation
from impact resulting from other concurrent PPS
projects

•

The alternative approach would increase the scope of
change resulting in significant increase in testing
activities

Command Beans

PPS B2B Command Bean Design

There are 3 command beans and 2 data beans for each
B2B API. For each B2B API, the B2bRequestResponse
command bean is a wrapper that implements the
Synchronous functionality of the interface. Request data
is passed to it in a B2bRequestMessage data bean. It
creates an instance of the B2bSqRequest command bean
and passes it the request data bean. The B2bRequest
command bean builds the request, configures the request
data and sends the query to the business object in PPS
before committing the PPS data to the PPS database. It
returns the request id in a B2bResponseMessage data
bean.
If the userWaitTime is not 0 the B2bRequestResponse
command bean creates an instance of a B2bResponse
command bean and goes into a loop where it executes the
response command bean at regular intervals waiting for
the response to be processed by PPS. The response
command bean queries the database using the request id
as a key and then checks to see if the business object
response has been processed and committed to the
database. If it has, it populates a B2bResponseMessage
with the results and returns to the wrapper command
bean. This returns the B2bResponseMessage data bean
when a response was detected. If no response was
detected after the timeout period, or if the timeout was 0
the B2bResponseMessage return data is populated with
the request id and the result set to Waiting. All other
fields are nulled.

The newly developed façade classes will then be exposed
as SOAP services by the Apache Axis Servlet engine.
SOAP Axis toolkit utilities will be used to generate the
basic WSDL documents describing the exposed SOAP
services, which will be used to facilitate development of
the SOAP client.
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P P S W eb Interfac e (excluding A dm in screens) - J S P s (H T ML, Java,
Java script)

setters
V iew B eans
(J ava)

S O A P S erver Interface
Im plem en tation

post fields

•

We have maintained a consistent approach to
concurrency in both the browser based and B2B
APIs. The only small coding change required
has been to introduce the notion of Status Locks.
We use these locks to inform child
subtransactions as to what action to take if on
return from execution the parent subtransaction
no longer exists.

•

Although early days, performance is comparable
with the browser based version of PPS.

•

The B2B APIs are as reliable as the browser
version. The use of WSDL means that many
simple validation errors are trapped in the SOAP
engine and do not pass through to the application
server both improving the quality of the input
data and decreasing its load.

•

We have not introduced any new functionality to
aid in recovery. If a connection is lost or an API
fails the client is responsible for querying the
status of the potentially failed response.

•

We have not implemented any load balancing
services instead we attempt to balance resource
usage by encouraging self regulation with regard
to the timing and mode of entry of transactions.

•

The
Web
Services
model
supports
interoperability between the client and the
application server by the use of XML. The
WSDL interface has made interface definition
easy and precise. Testing client functionality is
supported in that message formats can be tested
well in advance of the development of further
functionality. Existing interoperability between
the current business objects and legacy systems
has remained unaffected.

T ra nsaction D ata

X F IC W ork flow E ngine
(X ML, Java)

B 2B C om m and B ea n

execute

execute

setters
C om m and B eans
(J ava)
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various m ethods ()
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Interfa ce Objects

C ustom Layer - Java

P ers is te nt O bjec ts
(J ava)
various m ethods ()
D ata B ase Layer
(J ava)
Legend
D ata T ransfer
B 2B C om ponent
E xecution

Figure 6 : PPS Application Components

4.1.4

Data Beans

Data beans must have a default constructor and a getter
and setter for every attribute. The beans are generated by
the Axis utility program WSDL2Java.

5

The Benefits Obtained from the Web
Services Architecture

Using Web Service for the B2B application has
demonstrated the power and flexibility of the architecture.
Our first and most important criteria has been to
determine how well the web services architecture
supports reusability. The development effort has been
small in comparison to the functionality delivered.
There have been no new business objects written. This
has led to a reduction in the amount of design work,
documentation and system testing. The hand crafted
components such as the command beans and facade
classes are all very similar in their structure and
functionality. This is unlike the code in the business
objects. It is possible that other E-commerce architectures
would show the same characteristics as Web Services.

We have also satisfied our client request that our
architecture should be standards based. The advantage of
this has been to this project, the provision of a common
framework. The web services standards also help to keep
discussions focused without the time consuming need to
investigate all possible solutions.

Given our current experience with web services we can
not see any reasons why this architecture will not cope
with both the additions of new products and functionality.
The web services architecture has proven to be extensible
and future development should only involve the creations
of new command beans and facade classes.
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Although there are a number of studies evaluating and
comparing the various architectures available to support
B2B and web technology, this study will help in the
development of these architectures. The architectures of
the various component technology capabilities will
always be a moving target. Studies aimed at examining
quality of service or transactional service requirements in
the B2B arena for web services technology are helping it
mature rapidly. The issue will soon become which
architectural choice for each of the transactional service
requirements.

Even though transactional services are still under
development in many areas of the web services
architecture, work arounds are simple and effective. We
have provided transaction support with a minimum of
coding.
•

Conclusions and Future Work

Security has been provided at 3 levels in the
application mainly by the addition of
configuration parameters. The 2 existing levels
of security stops users from passing beyond the
firewall and also limits the PPS functionality
that can be performed. We have introduced a
third level of security to prevent users with
access through the firewall and access to the
browser based application from executing the
B2B APIs unless authorised.

Our study has demonstrated how we have architected the
PPS B2B application to take advantage of the proposed
benefits of web services technology. As not all areas of
this architecture have been fully developed we have
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demonstrated that enough of the core technologies are
available to successfully implement a B2B application.

Damiani, E., De Capitani di Vimercati, S. and Samarati,
P(2002) Session 4: Web service applications: Towards
securing XML Web services. November 2002
Proceedings of the 2002 ACM workshop on XML
security

We have also demonstrated that Web Services:
•

•

6.1

are a good architectural framework to obtain
significant cost savings from reuse. There were no
new business objects required to be written and
subsequently tested, and,

Gao, L., Dahlin, M., Nayate, A., Zheng. J. and Iyengar.
A.(2003) Consistency and replication: Application
specific data replication for edge services. May 2003
Proceedings of the twelfth international conference on
World Wide Web

even though transactional services are still under
development, work arounds are simple and effective.

Gokhale, A. , Schmidt, D.C Natarajan, B., and Wang,
N. (2002): Applying Model-Integrated Computing To
Component Middleware And Enterprise Applications.
Communications of the ACM. October 2002 Vol. 45
No.10

Future Work

In future releases, and as standards mature and are
adopted by the IT industry, it is envisaged that the other
levels of the Conceptual Web Services Stack will be
gradually incorporated into the proposed solution.
Following are the areas and specifications that could be
considered for adoption:

Gray, J. and Reuter, A. (1993) Transaction Processing :
Concepts and Techniques. Morgan Kaufmann
Publishers.

Service Publication and Service Discovery - UDDI

IBM MQSeries (2003) [http://www.ibm.com] Accessed
August 2003.

Deployment of a Business Partner UDDI Registry would
provide for dynamic discovery features and facilitate
versioning capabilities for Web Services that would be of
value to Company Wholesale and it’s customer base.
However, proper planned and coordinated deployment of
a corporate UDDI infrastructure is necessary and
desirable.

IBM Websphere (2003) [http://www.ibm.com] Accessed
August 2003.
Larsen, K.R.T and Bloniarz, P. A., (2000): A Cost and
Performance Model for Web Service Investment
Communications of the ACM. February 2000 Vol. 43
No.2

Service Flow and Composition – BPEL4WS

Medjahed, B., Benatallah,B., Bouguettaya, A., Ngu,
A.H.H. and Elmagarmid, A.K., (2003) Business-tobusiness interactions: issues and enabling technologies.
The VLDB Journal (2003) 12: 59–85

Business Process Execution Language for Web Services
and related specifications (WS-Transaction and WSCoordination) is an emerging standard for Web Services
flow, composition and orchestration. Major software
providers are rapidly adopting BPEL4WS, WS-T and
WS-C, and tool support is starting to emerge.

Othman, O and Schmidt, D. C., (2001) Issues in the
Design of Adaptive Middleware Load Balancing The
First Workshop on Optimization of Middleware and
Distributed Systems at the PLDI 2001

Security – WS-Security
Emerging WS-Security and related specifications (WSPolicy, WS-Trust, WS-Privacy, WS-Secure Conversation,
WS-Federation and WS-Authorization) provide for
message level security capabilities for Web Services.

Rezgui, A.,
Ouzzani, M., Bouguettaya, A., and
Medjahed, B.(2002) Web services and performance
evaluation: Preserving privacy in web services.
November 2002 Proceedings of the fourth
international workshop on Web information and data
management

Quality of Service – WS-RM
Emerging WS-ReliableMessaging specification allows
messages to be delivered reliably between distributed
applications in the presence of software component,
system, or network failures.
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Shaw, N.G., and Craighead. C.W (2003) E-services:
Technology enablers to recover from failures in eservices June 2003 Communications of the ACM,
Volume 46 Issue 6
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